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ABSTRACT. Fodor  and Pylyshyn (1988), Fodor  and McLaughlin (1990) and McLaugh- 
lin (1993) challenge connectionists to explain systematicity without simply implementing 
a classical architecture. In this paper I argue that what makes the challenge difficult for 
connectionists to meet  has less to do with what is to be explained than with what is to 
count as an explanation. Fodor  et al. are prepared to admit as explanatory, accounts of  
a sort that only classical models can provide. If connectionists are to meet the challenge, 
they are going to have to insist on the propriety of changing what counts as an explanation 
of  systematicity. Once that is done,  there would seem to be as yet no reason to suppose 
that connectionists are unable to explain systematicity. 

New York street hustlers play a shell game called 'three-card monte'. 
The dealer shows the victim three cards and asks him to keep an eye 
on one card, usually the ace of spades. The dealer proceeds to shuffle 
the cards, moving them from one hand to another, all the while ac- 
companying the card play with a rhyming patter. The play soon stops, 
the three cards are spread out face down, and the victim bets on which 
of these three cards is the designated card. The dealer accepts the bet, 
turns over the card indicated by the victim, turns over a second card 
(the correct card), collects the bet, and moves on to his next victim. A 
skilled dealer does not have to cheat to win; nor does he need be 
particularly quick in his shuffling. In fact, the shuffling is quite slow 
and deliberate. The crucial sleight-of-hand takes place right at the 
beginning of the game. Having succeeded in getting the victim fixated 
on the wrong card, the dealer does not want to confuse him, since he 
might inadvertently guess the correct card. 

I belabor this account of three-card monte, because it seems to me 
that the arguments mounted by Fodor and Pylyshyn (1988), Fodor and 
McLaughlin (1990) and McLaughlin (1993) against connectionism are 
a philosophical version of three-card monte. (It is probably no accident 
that Fodor was raised in New York City, McLaughlin across the river 
in Jersey City.) The game is played with three concepts: systematicity, 
implementation and explanation. The strategy of the dealer is basically 
this: give the victim only a fleeting look at the concept that does all the 
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work in the arguments, viz., that of explanation, while distracting him 
with talk of implementation and systematicity. 

My aim in this paper is to argue that connectionists who play three- 
concept monte stand little chance of winning. They are unlikely to meet 
Fodor and Pylyshyn's, Fodor and McLaughlin's, and McLaughlin's chal- 
lenges to provide an explanation of systematicity, not because systema- 
ticity does not admit of a connectionist explanation, but rather because 
the authors of these papers - "Fodor et al.", as I shall call them - are 
prepared to admit as explanatory, accounts that only classical models 
can provide. If they are to win, connectionists are going to have 
to insist on their right to change what counts as an explanation of 
systematicity. 

I shall assume that everyone is familiar with the basic distinctions 
between classical and connectionist models; I shall also assume a passing 
familiarity with the connectionist/classicist debate. (See, e.g., Bechtel, 
1991; Davis, 1992; Horgan and Tienson, 1991; and Ramsey, Stich and 
Rumelhart, 1991.) 

1. THE C H A L L E N G E  TO C O N N E C T I O N I S T S ;  E X P L A I N  

SYSTEMATICITY 

The challenge to connectionists has undergone a significant transforma- 
tion since it was first issued in Fodor and Pylyshyn (1988). What started 
out as a categorical claim to the effect that connectionists cannot explain 
systematicity has gradually evolved into a more modest burden of proof 
argument. In Fodor and Pylyshyn (1988), the challenge to connec- 
tionists was for them to "show that the processes which operate on the 
representational states of an organism are those which are specified by 
a Connectionist architecture" (1988, p. 10). But for Fodor and Pylyshyn 
the challenge was one that connectionists could not meet: 

an empirically adequate cognitive theory must recognize not just causal relations among 
representational states but also relations of syntactic and semantic constituency; h e n c e . . .  
the mind cannot be, in its general structure, a Connectionist network. (1988, p. 33; emphasis 
mine) 

Fodor and Pylyshyn's argument for this conclusion focused on a putative 
property of cognitive capacities, namely, systematicity. Connectionists, 
they argued, cannot explain systematicity because they lack a crucial 
explanatory resource found only in classical architectures, namely, re- 
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presentational states with constituent structure. To explain systema- 
ticity, they argued, mental representations must have parts, i.e., con- 
stituents, but if this is right, then 

mental representations have internal structure and there is a language of thought. So 
the architecture of the mind is n o t  a Connectionist network. (1988, p. 39; emphasis mine) 

Fodor and Pylyshyn (1988) are surely right to conclude that connec- 
tionists cannot meet the challenge formulated above, but not because 
there is a property of cognitive capacities, viz., systematicity, that con- 
nectionist accounts lack the resources to explain. Rather Fodor and 
Pylyshyn have imposed a classical conception of explanation that con- 
nectionist models simply cannot satisfy. The challenge, it will be re- 
called, was to "show that the processes that operate on the representa- 
tional states of an organism are those which are specified by a 
Connectionist architecture". So formulated, the challenge presumes a 
principled distinction, viz., between the representational states and the 
processes defined over those states; however, this is a distinction that 
simply cannot be drawn within connectionist architectures. Architec- 
tural descriptions of connectionist systems don't distinguish symbol 
structures and processes defined over those structures. If this distinction 
cannot be drawn within connectionist architectures, then such architec- 
tures are going to have a tough time providing explanations in those 
terms. 

In Fodor and McLaughlin (1990), the challenge to connectionists is 
put this way: "to explain the existence of systematic relations among 
cognitive capacities without assuming that cognitive processes are caus- 
ally sensitive to the constituent structure of mental representations" 
(1990, pp. 183-4). Fodor and McLaughlin see this challenge as im- 
plying a dilemma: 

if connectionism can't account for systematieity, it thereby fails to provide an adequate 
basis for a theory of cognition; but if its account of systematicity requires mental processes 
that are sensitive to the constituent structure of mental representations, then the theory 
of cognition it offers will be, at best, an implementation architecture for a 'classical' 
(language of thought) model. (1988, p. 184) 

The complaint is no longer that connectionists cannot explain systema- 
ticity; rather it is this: 

On the one hand, the cognitive architecture [Smolensky] endorses does not provide for 
mental representations with Classical constituents; on the other hand, he provides no 
suggestion as to how mental processes could be structure sensitive unless mental represen- 
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tations have Classical constituents; and, on the third hand (as it were), he provides no 
suggestions as to how minds could be systematic if mental processes weren' t  structure 
sensitive. (1990, p. I88) 

In effect, Fodor and McLaughlin's complaint is this: If connectionists 
can explain systematicity (without simply implementing a classical archi- 
tecture), they haven't shown us that they can. The challenge to connec- 
tionists is provide the requisite demonstration. 

In McLaughlin (1993), the shift towards a burden of proof argument 
becomes explicit when he claims that "connectionists who accept that 
an adequate theory of cognition must explain systematicity have the 
burden of proof" (p. 174). McLaughlin goes on to say that in science 
(as opposed to philosophy), such burden of proof arguments are very 
much to the point, since in science (as opposed to philosophy) "the 
mere conceptual possibility of success cuts no ice. You have to deliver" 
(p. 175). 

McLaughlin is surely right when he says that in science, the mere 
possibility of success cuts no ice; you do have to deliver. Yet I do not 
think that connectionists have a special burden to show that they can 
explain systematicity without simply implementing a classical architec- 
ture. Whether connectionists can be properly saddled with such a bur- 
den depends on whether there is, as Fodor et al. suppose, a reasonably 
well-developed classical explanation of systematicity. If there is not, 
then connectionists have no special burden that would distinguish them 
from classicists. In fact, there are no classical explanations of systema- 
ticity that deserve the name, especially on Fodor et al.'s construal of 
systematicity as the property of having systematically related cognitive 
capacities for intentional states (see below, Section 3). At best there 
are some imagined explanations, i.e., some very rough ideas as to how 
such an explanation might go. z But it is not as if anyone knows how 
to fill in this rough sketch in sufficient detail to explain any particular 
case of systematically related cognitive capacities for intentional states; 
moreover, the imagined explanations themselves have been the focus 
of numerous philosophical criticisms, many of which question the avail- 
ability of a psychosemantics of the sort that these imagined explanations 
presuppose (see, e.g., Loewer and Rey, 1991). 

Consider, for example, the fact that typically an English speaker 
understands the English sentence John loves the girl if and only if he 
understands the English sentence the girl loves John. Computational 
psycholinguistics offers the following sketch (and it really is only a 
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sketch) of an explanation of this systematicity in linguistic under- 
standing. Understanding a sentence involves pairing that sentence with 
a structural representation of its meaning. The computational process 
that effects this pairing does this by recruiting various subroutines that 
carry out lexical recognition tasks, parsing and so on. Understanding 
John loves the girl and understanding the girl loves John turn out to be 
systematically related inasmuch as the computational processes that 
pair these sentences with their meaning recruit the same subroutines. 
For example, the same lexical items and the same syntactic structure 
have to be recognized in both cases. It is, therefore, hardly surprising 
that a speaker can understand the one sentence if and only if he 
understands the second. 

This sketch of an explanation of the systematic relation between the 
capacities to understand these two sentences is no better than the 
account of sentence understanding from which it derives. In fact, the 
sketch will probably be worse inasmuch as it depends on details about 
the process, viz., about the subroutines, which are not well understood. 
There is not, for example, a psychologically plausible computational 
model of lexical recognition that is capable of mapping an acoustical 
representation of an arbitrary English sentence into the segmented 
string of words that is the presumed input to the parser, The crucial 
point here is that the accounts of sentence understanding upon which 
this sketch relies are not that good to begin with. Most computational 
psycholinguists working on sentence processing would be very reluctant 
to describe their models as providing anything tike an explanation. 
Their reluctance does not stem from undue modesty; rather these re- 
searchers are all too aware of serious failings in their models that 
would impugn any explanatory pretensions. Similar remarks apply to 
computational theories of vision and inference, where again there is 
much serious work (and arguably considerable progress), but little that 
can be said to rise to the level of successful explanation. 

Fodor et al. will no doubt dispute my contention that there are no 
classical explanations of systematicity that deserve the name, that what 
they describe as explanations are in fact mere imagined explanations. 
The facts, I believe, are on my side in this dispute, but I shall not 
attempt to argue the point here. Rather I shall simply note that 
McLaughlin (1993, p. 171) concedes that the proposed classical explana- 
tion of systematicity issues a number of promissory notes that classicists 
are not presently able to redeem, including providing a compositional 
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syntax and a naturalistic psychosemantics for the language of thought. 
So unless one is prepared simply to let classicists simply stipulate these 
crucial aspects of their explanations of systematicity, the conclusion can 
only be that they have no explanations that deserve the name. This 
being the case, connectionists bear no special burden in these matters, 
and the dispute that separates classicists from connectionists is, for the 
time being at least, one of philosophical speculation between possible 
explanations, not an argument over real explanations. In the absence 
of a classical explanation of systematicity, it should therefore be enough 
that connectionists concerned to answer Fodor et al.'s challenge are 
able to sketch a possible connectionist explanation of systematicity. The 
relevant question here is whether there could be such an explanation. 

2. C O M P U T A T I O N A L  C A P A C I T Y ;  A R E D  H E R R I N G  

Onlookers and victims of a more formal/technical bent can be forgiven 
for supposing that the challenge to connectionists has to do with the 
computational capacities of connectionist architectures. Fodor et al. 
seem to be questioning whether connectionist architectures are able to 
do something that classical architectures are (presumably) able to do, 
though without thereby becoming an implementation of the latter. 
Certainly a number of commentators have construed the challenge in 
this way (e.g., Chalmers, 1991; Pollack, 1990). In fact, this is surely 
not what is being questioned. If it were, then Fodor et al. would be 
guilty of the worst sort of armchair theorizing. Computational capacity 
is no more a matter for philosophical speculation than is any other 
topic in computational mathematics. The computational capacity of 
connectionist devices, of course, is potentially relevant to the challenge. 
If connectionist devices were unable to compute the functions that 
systematic cognitive capacities instantiate, then clearly the challenge to 
connectionists could not be met. But this is not an issue that Fodor et 
al. have ever raised. Fodor et al., I take it, are willing to grant, at 
least for the purposes of argument, what most connectionists seemingly 
assume, namely, that connectionist architectures can compute any func- 
tion computable by means of a classical architecture. 3 For Fodor et 
al., the problem is not, then, one of computational capacity. 

McLaughlin's (1993) response to Chalmers (1991) is revealing. Chal- 
mers claims that connectionist models proposed by Elman and Smolen- 
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sky are "counterexamples" to claims that connectionists cannot explain 
systematicity. McLaughlin says the following: 

none of these models  provides a clue as to what the possession of a cognitive capacity 
to have intentional states consists in or  as to how such states participate in cognitive 
processes.  For this reason alone, none  of these models  provides a clue as to how 
systematicity can be explained by a connectionist  architecture that does not  implement  
a classical one (p. 175). 

McLaughlin's point, I take it, is not that these models are too rudimen- 
tary, too lacking in computational capacity, to rise to the level of 
counterexamples, but rather that these models themselves fail to explain 
the systematicity that they exhibit. For example, Elman's model, 
McLaughlin claims, "says nothing about what possession of a cognitive 
capacity consists in; and unless and until we are told that, we are left 
without a clue as to how connectionism can explain systematicity" (p. 
176). 

3. SYSTEMATICITY 

Quite a few monte players (and onlookers, like myself) have com- 
plained that Fodor et al. fail to provide a precise characterization of 
systematicity, the property of cognitive capacities that they are chal- 
lenged to explain. The complaints are hardly improper, because surely 
it is reasonable to be clear on what has to be explained. At the very 
least one wants to be sure that the explanatory challenge to connec- 
tionists is not to explain something the existence of which is presumed 
only in classical architectures. (It's tough, for example, to explain ether 
drag if your physical theory does not countenance the existence of the 
ether.) 

The worry here is not idle. Fodor et al. offer numerous examples of 
systematic cognitive capacities; indeed, in moments of extreme enthusi- 
asm they claim that all cognitive capacities, or at least all minds, are 
systematic (see e.g., Fodor and Pylyshyn, 1988, p. 50). But until 
McLaughlin (1993), they do not provide an explicit characterization of 
systematicity, the property that many, if not all, cognitive capacities 
supposedly share. In Fodor and Pylyshyn (1988), the examples offered 
of systematicity suggested that it was a molar input/output property of 
cognitive systems (or faculties): "the ability to produce/understand 
some sentences is intrinsically connected to the ability to produce/ 
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understand certain others" (p. 37). Thus, for example, it was claimed 
that you don't find subjects who know how to say in English that John 
loves the girl but don't know how to say in English that the girl loves 
John. Indeed, systematicity was initially introduced (pp. 36-7) by 
reference to a second putative property of cognitive systems or capaci- 
ties, viz., productivity. Systematicity, we were told, was productivity 
shorn of its intimations of infinity, of its "idealization to unbounded 
competence" (p. 36). So conceived, it seemed reasonable to assume 
that systematicity could be characterized in terms neutral between con- 
nectionist and classical architectures. An obvious candidate for such a 
characterization would be the specification of the function computed 
by the cognitive system in question. In other words, one might have 
supposed that to say that a capacity was systematic was just to say that 
the capacity was characterized by a certain function (or type of func- 
tion). Thus, for example, to say of my hand calculator that its addition 
capacities are systematically related is simply to say that it computes 
the addition function, so that, for example, it can compute the sum of 
(x + y), for any two addends x and y, just in case it can compute the 
sum of (y + x), or of any other two addends, for that matter. 

In Fodor and McLaughlin (1990) and McLaughlin (1993), there seems 
to have been a transformation in the characterization of systematicity: 
the property has been progressively intentionalized (and internalized), 
so that in the last of these papers systematicity is no longer a molar 
input/output property of cognitive systems, but a capacity for intentional 
states whose contents are interrelated in certain systematic ways. Thus, 
McLaughlin (p. 168) describes as systematic those cognitive capacities 
that are "(i) capacities to have intentional states in the same intentional 
mode (e.g., preference, belief, seeing as), and (if) the intentional states 
in question have related contents". Connectionists might be forgiven 
for not knowing whether connectionist architectures can explain syste- 
maficity, so defined; after all, descriptions of these architectures do 
not entail any particular intentional characterization of devices having 
these architectures. Proponents of classical architectures may be no less 
puzzled than their connectionist brethren, since descriptions of these 
architectures equally do not entail any particular intentional characteriz- 
ation of devices having these architectures. The point here is this: 
computational architectures, by themselves, can seemingly provide no 
explanation of such systematically related intentional states. Only when 
coupled with a doctrine similar to Fodor's (1987) Representational 
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Theory of Mind (RTM), which proposes a computational construal of 
intentional states in terms of classical architectures, can such architec- 
tures explain systematicity, since only then do we have what the expla- 
nation demands - an intentional interpretation of the computational 
architecture. Put more simply, you can't provide a computational 
explanation of how two intentional states are systematically related if 
you don't have an account of how these intentional states are compu- 
tationally realized. But computational architectures, whether classical 
or connectionist, don't themselves provide such an account. 

So this is where things seem to stand with respect to systematicity. 
Construed as a capacity for intentional states and activities that have 
related contents, systematicity is, strictly speaking, not a property of 
computational architectures, but of computational architectures under 
a particular intentional interpretation. Fodor et al. claim to have a 
classical explanation of systematicity inasmuch as they have a proposed 
computational interpretation of intentional states, more specifically of 
propositional attitudes, for classical architectures, viz., the RTM. Con- 
nectionist architectures are seemingly not amenable to this interpreta- 
tion, since they fail to respect a principled distinction crucial to that 
interpretation, namely, between structured representational states, on 
the one hand and computational processes defined over those states, 
on the other. Thus, Fodor et al. apparently conclude that connectionist 
architectures cannot explain systematicity on the intentional construal 
of that term, except insofar as they implement a classical architecture, 
which would be amenable to their proposed intentional interpretation. 

4. E X P L A I N I N G  AS IN ; ~ E X P L A I N I N G  S Y S T E M A T I C I T Y "  

The crucial concept of explanation, the ace of spades as it were of 
three-concept monte, remains in the background in Fodor and Pylyshyn 
(1988) and Fodor and McLaughlin (1990). Their presentation of the 
challenge to connectionists focuses almost exclusively on what is to be 
explained - systematicity - rather than on what is to count as an 
explanation. Only in McLaughlin (1993) does the latter question begin 
to be addressed. Fodor and Pylyshyn (1988) and Fodor and McLaughlin 
(1990) seem prepared to accept as explanations only those that attribute 
to the possessor of systematic cognitive capacities certain causally ef- 
ficacious structured representational states. But if this is the only sort 
of explanation that they are prepared to accept, then they seem certain 



356 R O B E R T  J .  M A T T H E W S  

to win at monte, because to provide such an explanation would be to 
show that the connectionist architecture implements a classical architec- 
ture, since classical architectures just are architectures comprised of 
structured representational states with processes defined over these 
states. 4 McLaughlin (1993) does not require that an adequate explana- 
tion of systematicity advert to structured representational states, but 
he does impose an adequacy condition on any proposed explanation of 
systematicity that he clearly thinks will be troublesome for connectionist 
explanations. He requires (p. 167) that any adequate explanation of 
systematicity explain what possession of systematically related capaci- 
ties for intentional states consists in by specifying the "constitutive 
bases" in virtue of which a typical possessor of one of the capacities 
also has the other (or others). McLaughlin defines these constitutive 
bases as simply "the conditions the satisfaction of which constitute 
possession of the capacities", but he understands them as functional 
constituents of the capacities to be explained. He explicitly requires 
that an explanation of systematicity take the form of what Cummins 
(1983) calls a "functional analysis" - whereby the possession of certain 
molar capacities is explained in terms of the possession of certain 
constituent capacities and their interactions. McLaughlin offers no 
argument for the claim that an explanation of cognitive capacities, 
including systematically related cognitive capacities, must take the form 
of a functional analysis; nor does he offer any reason for supposing 
that explanations of cognitive capacities that do take this form would 
be "classical" (in Fodor et al.'s sense that that term). 

Rather than dispute McLaughlin's claim and supposition here, I 
would like simply to point out that in McLaughlin (1993) we see that 
what makes the classicist challenge to connectionists difficult to meet 
has less to do with the concept of systematicity than with the concept 
of explanation. The challenge is not simply to explain systematicity 
without implementing a classical architecture, but to do so by means of 
a particular form of explanation, specifically the form used by classical 
explanations. Clearly, if the adequacy conditions on acceptable expla- 
nations are defined narrowly enough, then anyone who undertakes to 
answer the challenge to connectionists will be embarked on a fool's 
errand, since only a classical architecture would provide such an ac- 
count. 
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5 .  C O U L D  T H E R E  BE A C O N N E C T I O N I S T  E X P L A N A T I O N  OF 

S Y S T E M A T I C I T Y ?  

Suppose that connectionist architectures proved well suited for model- 
ling the molar input/output behaviors of various cognitive capacities. 
Suppose, for example, that connectionists succeeded in building natural 
language parsers that when given as input a sentence of a given language 
would return as output the structural representations of meaning that 
linguistic theory associates with that sentence. Suppose they also suc- 
ceeded in building visual processors that when given as input two- 
dimensional retinal arrays would return as output the three-dimensional 
representations that current theories of early vision postulate as the 
output of early vision processes. Suppose, moreover, that classicists 
turned out to have much less success in these same endeavors. This 
would not be because classical architectures could not compute the 
relevant I/O functions, since (by assumption) the two architectures can 
compute the same functions; rather, we might suppose, it would be 
because for one reason or another it turned out to be very difficult to 
write the programs that would compute these functions. Perhaps these 
functions lacked any well-defined characterization (what Marr calls a 
"theory of the computation") for which there were any known algo- 
rithms. The computations of these functions might, in the words of 
Marr (1981, p. 131; emphasis his), involve "the simultaneous action of a 
considerable number of processes, whose  interactions is its own  simplest  
descript ion".  5 

On the scenario that I am describing, the success of connectionists 
in modelling cognitive processes would not be attributable to their 
greater hacking skills. I am not supposing that they were any better 
at setting the activation levels and connection weights in their networks 
than classicists are at writing classical algorithms. Rather I am assuming 
that the connectionists' ability to "train-up" these networks using tech- 
niques of back-propagation and the like would provide a discovery 
procedure by which they could develop networks capable of computing 
arbitrary cognitive functions. Roughly speaking, they would train-up 
a network to compute the function in question and then read the 
relevant structural characterization (activation levels and connection 
weights) off the trained-up network. 

So, as I am imagining this scenario, connectionists would be very 
good at simulating the molar input/output behavior of arbitrary cogni- 
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tive processes; they could also provide a structural characterization of 
the connectionist network that effected the simulation. Classicists 
would be quite poor at this same task: their computational simulations 
would provide only very rough approximations of this behavior (i.e., 
they might offer "clean" classical theories of the computation, but of 
the wrong I/O function). Connectionist models, I am assuming, would 
not provide an account of the cognitive processes that produce this 
behavior of the sort envisioned by classicists. They would provide a 
dynamical account of the state transitions of the network in terms of 
which one might claim to understand how the network goes about 
computing a certain output given a certain input; 6 however, the states 
adverted to in this dynamical account would not be mental representa- 
tions of the sort envisioned by classical accounts. They would not be 
causal agents in the process. 

In the event that computational psychology underwent the sort of 
evolutionary development described above, it seems likely that our 
notion of what counts as an explanation of a cognitive capacity, and 
hence of systematicity, would change. According to the current classical 
paradigm, cognitive capacities are explained by providing a characteriz- 
ation of certain structured representations with processes defined over 
these representations, where the representations are supposed to play a 
causally efficacious role in the exercise of the capacity. In the imagined 
paradigm, cognitive capacities would be explained by describing the 
structure of the connectionist network that implements the network, 
along with a dynamical account of the network's state transitions. The 
explanation of systematicity would not, as in the classical paradigm, 
appeal to certain representational structures whose structural similarit- 
ies provided what McLaughlin terms the "constitutive bases" of the 
systematic relation between systematically related cognitive capacities. 
Rather the explanation would simply advert to the fact that the two 
capacities (e.g., understanding the sentence John loves the girl and 
understanding the sentence the girl loves John) were exercises of a single 
cognitive faculty whose characterization was given by a specification of 
the function computed by this faculty. An account of a systematic 
relation between cognition capacities would be exhausted by this speci- 
fication, coupled with a dynamical account of the network's state trans- 
itions in mapping these sentences into their respective meaning struc- 
tures. 

The fundamental point here, one that seems to have become lost in 
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the debate between classicists and connectionists, is that our standards 
for scientific explanation, no less than our scientific theories, are hostage 
to the way the world is. What we will be willing to count as an 
explanation of the systematicity of cognitive capacities depends crucially 
on what we discover to be the "constitutive bases" of those capacities, 
and hence on what we discover to be available by way of an explanation 
of the systematicity of these capacities. I emphasize "discovery" here, 
for it is a matter for discovery, not stipulation. 7 

Fodor et al. will probably object that the envisioned explanation fails 
to explain what is to be explained, viz., the nomological necessity of 
the systematicity in question. Fodor and McLaughlin, for example, 
put the objection this way: 

the problem that systematicity poses for connectionists . . ,  is not to show that systematic 
cognitive capacities are p o s s i b l e  given the assumptions of a connectionist architecture, 
but to explain how systematicity could be n e c e s s a r y  - how it could be a l aw  that cognitive 
capacities are systematic - given those assumptions. (1990, p. 202, emphasis theirs) 

The envisioned explanation, it will probably be argued, does not ex- 
plain, for example, why it is nomologically necessary that someone can 
understand the English sentence John loves the girl if and only that 
person can understand the English sentence the girl loves John. The 
envisioned explanation explains why English speakers, who do in fact 
understand these sentences, can understand them: they can understand 
them because they can compute the function that pairs these sentences 
with their structural descriptions. But this, it will be objected, is not 
what needs to be explained; the nomological necessity of the systematic 
relation between cognitive capacities remains unexplained. 

Let us examine this objection more closely. Consider the (presum- 
ably infinite) set of pairs of arbitrarily chosen sentences of English. 
The objection presumes that there is a specifiable subset such that as 
a matter of nomologicai necessity a speaker can understand one 
member of the pair if and only if he can understand the other member. 
(The pair consisting the sentences John loves the girl and the girl loves 
John is presumed to be a member of this subset, whereas the pair 
consisting of the sentence John loves the girl and it's raining is not, 
despite the fact that English speakers presumably understand one 
member of this last pair if and only if they understand the other member 
of this pair.) But what, and this is the cruchal question here, is the 
basis for this presumption? The empirical phenomena to be explained 
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by an account of linguistic understanding include the fact that English 
speakers understand certain sentences but not others, that they perceive 
certain sentences as similar to others, and that they exhibit a certain 
developmental chronology in their acquisition of the capacity to under- 
standing sentences in their language. But these phenomena do not 
include the fact, if it is one, that certain cognitive capacities (e.g., 
the two mentioned above) are, as a matter of nomological necessity, 
systematically related. Rather this fact, if it is one, is entailed by the 
particular classical account of sentence understanding that Fodor et al. 
favor. Put another way, it is not as if the presumed nomological 
necessity cries out for explanation (from the empirical wilderness, as it 
were) and the classical account comes along and explains it. Rather 
there is a classical account of sentence understanding, this account 
offers at least a sketch of an explanation of a number of empirical 
phenomena (including those data mentioned above), and on that ac- 
count certain pairs of sentences turn out to be systematically related as 
a matter of nomological necessity. Given that this is so, to fault an 
account for not explaining the fact that certain pairs of sentences are 
so related, is simply to fault that account for not being the classical 
account that Fodor et al. favor. Connectionists could with equal justifi- 
cation criticize classical accounts for failing to explain certain of the 
nomological entailments of their accounts, e.g., the dynamical aspects 
of their network's state transitions. 

The crucial point here, then, is that "explaining systematicity", in 
the sense of explaining why certain specific cognitive capacities are, as 
a matter of nomological necessity, systematically related, is not, as 
Fodor et al. maintain, an empirical adequacy condition on any account 
of cognitive capacities. The nomologicaI necessity is not a specific 
empirical phenomenon that any empirical adequate account of cognitive 
capacities must explain; it is an entailment of a particular account of 
systematically related capacitiesfi So, to complain that connectionist 
accounts would fail to explain the fact that certain cognitive capacities 
are systematically related as a matter of nomological necessity is simply 
to complain that these accounts would lack some of the nomological 
entailments of the classical account. This is hardly a failing that connec- 
tionists should take to heart, if, as they assume, the classical account 
is false. 

If the mind were to turn out to have a connectionist rather than 
classical architecture, then many cognitive capacities that classical ac- 
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counts take to be systematically related as a matter of nomological 
necessity would presumably turn out n o t  to be so related. Yet clearly 
it would not follow from this fact that no cognitive capacities would be 
systematically related in precisely Fodor et al.'s sense of that expression. 
Consider, for example, the envisioned connectionist explanation of 
sentence understanding. Given the distributed processing characteristic 
of connectionist networks, it seems reasonable to suppose that there 
would be pairs of English sentences such that as a matter of nomological 
necessity a speaker could understand the one if and only if he could 
understand the other. Indeed, if anything, the connectionist account 
would predict that systematically related cognitive capacities would be 
pervasive, inasmuch as the distributed parallel processing that underlies 
these cognitive capacities would be substantially less modular. For 
many different sentences, the mapping of the sentence onto its approp- 
riate structural descriptions would activate many of the same nodes. 
For such sentences, one could not, as a matter of nomological necessity, 
alter the mapping of one of these sentences (by tinkering with activation 
levels and connection weights), mapping it onto a different (incorrect) 
meaning structure, while preserving the mappings for the other sen- 
tences. A structural characterization of the network, along with a dy- 
namical account of the network's state-transitions in the course of these 
mappings, would explain why this should be the case. The envisioned 
explanation would clearly explain why certain cognitive capacities were, 
as a matter of nomological necessity, systematically related. It would 
explain why this should be so in precisely the sense in which the 
classical account explains it, namely, by showing that it follows from a 
description of the computational architecture that a device having that 
architecture could not, as a matter of empirical law, have one cognitive 
capacity without having the other. 

6. CONCLUSION 

Police bunco squads advise New Yorkers not to play three-card monte. 
They point out that under the dealer's rules (which include the right 
of an onlooker/shill to trump a player's bet) the game is virtually 
unwinnable. They acknowledge that a player can beat the dealer, pro- 
vided he insists on certain rules that guarantee a fair game; however, 
they note that on such rules few dealers will take a player's action. 
The bunco squads would probably have similar advice about three- 
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concept monte. As Fodor et al. have defined the game, connectionists 
stand little chance of winning, since the notion of what is to count as 
an explanation of systematicity has been constrained in such a way as 
to heavily favor the classicist. On an architecture-neutral definition of 
what can count as an explanation of systematicity, connectionists can 
win, but the outcome is not one on which Fodor et al. are likely to 
bet. What made the game attractive to these classicists was precisely 
that it seemed to parry a significant challenge to Fodor's Representa- 
tional Theory of Mind, the particular computational construal of propo- 
sitional attitudes that they favor. Played under architecture-neutral 
rules, the game no longer parries that challenge, but instead calls 
attention to the challenge posed by connectionism to this philosophical 
doctrine. 

NOTES 

1 Shorter versions of this paper were presented at the 1993 annual meetings of both the 
Southern Society for Philosophy and Psychology and the Society for Philosophy and 
Psychology. The paper has benefited from the comments and criticisms of Frances Egan, 
David Chalmers, Terry Horgan, Brian McLaughlin, Tim van Gelder and Ted Warfield. 
2 In addition to McLaughlin (1993, pp. 168-71), see Fodor (1975, pp. 73-8, 1987, pp. 
18-20 and 1990, pp. 22-4). 
3 This assumption is explicit, e.g., in Rumelhart and McClelland (1986, pp. 74, 112). 
4 Horgan and Tienson (1992) believe that even when formulated in these terms the 
challenge can be answered, provided that one can, as they assume, define structured 
representations within a connectionist architecture without thereby implementing a classi- 
cal architecture (or, as they put it, have "representations without rules"). Their assump- 
tion is contentious: because the representations in question are individuated functionally, 
it is difficult to see how they are to be defined independently of the processes that operate 
on those representations. 
5 The eventuality that we are imagining here would not represent a radical break with 
the current state of affairs. As Marr notes (1981, p. 133), proposed theories of cognitive 
processes often postulate components for which there is no well-defined characterization 
of the function computed by that component. (Mart describes the component of his 
theory of early vision that effects texture discrimination as one such component.) 
6 The understanding provided by this dynamical account would be somewhat akin to the 
understanding one gets of fetal development on the basis of a series of snapshots of the 
developing fetus. 
7 The presumption that there must be a classical explanation of the systematicity of 
cognitive capacities is relatively recent. During the heyday of behaviorist learning theory, 
psychologists accepted quite minimalist explanations of cognitive capacities (and of syste- 
maticity). Histories of stimulation (i.e., reinforcement schedules) along with innately 
specified learning functions shotfldered the entire explanatory burden. Their explanations 
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did not appeal to the rules and representations of the classical explanations of a later 
era, not because these psychologists had a special predilection for minimalist explanations, 
but because their theories did not attribute to subjects the requisite cognitive structure. 
When prevailing theoretical views about cognitive structure shifted, so too did the notion 
of what counts as an explanation of cognitive capacities. The two go hand-in-hand. 
s It should be noted that classical accounts may differ on precisely which cognitive 
capacities are, as a matter of nomological necessity, systematically related, inasmuch as 
these accounts may differ as to the computational processes recruited by given pairs of 
cognitive capacities. 

R E F E R E N C E S  

Bechtel, W.: 1991, Connectionism and the Mind: An Introduction to Parallel Processing 
in Networks, Basil Blackwell, London. 

Chalmers, D. J.: 1991, 'Why Fodor and Pylyshyn were Wrong: the Simplest Refutation', 
Proceedings of the 12th Annual Conference of Cognitive Science Society, pp. 340-7. 

Cummins, R.: 1983, The Nature of Psychological Explanation, MIT Press, Cambridge, 
Massachusetts. 

Davis, S.: 1992, Connectionism: Theory and Practice, Oxford University Press, London. 
Fodor, J. A. and Pylyshyn, Z. W.: 1988, 'Connectionism and Cognitive Architecture: A 

Critical Analysis', Cognition 28, 3-71. 
Fodor, J. A. and McLaughlin, B. P.: 1990, 'Connectionism and the Problem of Systema- 

ticity: Why Smolensky's Solution Doesn't Work', Cognition 35, I83-204. 
Horgan T. and Tienson, J.: 1991, Connectionism and the Philosophy of Mind, Kluwer, 

Dordrecht. 
Horgan T. and Tienson, J.: 1992, 'Structured Representation in Connectionist Systems? 

', in S. Davis (ed.). 
Marr D.: 1981, 'Artificial Intelligence: A Personal View', in J. Haugeland (ed.), Mind 

Design, MIT Press, Cambridge, Massachusetts. 
McLaughlin, B. P.: 1993, 'The Connectionism/Classicism Battle to Win Souls', Philosoph- 

ical Studies 71, 163-70. 
Pollack J.: 1990, 'Recursive Distributed Representations', Artificial Intelligence 44, 77- 

105. 
Ramsey, W., Stich, S. and Rumelhart, D. (eds.): i991, Philosophy and Connectionist 

Theory, Laurence Erlbaum, Hillsdale, New Jersey. 
Rumelhart, D. and McClelland, J. L.: 1986, Parallel Distributed Processing, Vol. I, MIT 

Press, Cambridge, Massachusetts. 

Department of Philosophy 
Rutgers University 
New Brunswick, N.J. 08903 
e-mail: MATTHEWS@CANCER. RUTGERS. EDU 


